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Machine learning provides insights in reports from Power BI, and it allows you to quickly develop those insights by incorporating vast data volume into your reports.

Power BI aims to replace opinions and hunches with data-driven facts. That implies the data's insights must be accessible immediately, so that you may run a report when people still debate what it consists of, neither five minutes afterward when all have made their minds. Microsoft now employs machine learning for fine-tuning how data is accessible, even with massive data sets stored wherever they are.

If you have adequate data for making judgments with, you must consolidate and summarise it while maintaining dimensions of the original. For example, you could view total sales around all departments to obtain an overview, but split it by month or region to analyze patterns. According to Microsoft Analytics CTO Amir Netz, most Power BI customers want these queries in aggregate.

"They aren't interested in individual plane tickets or supermarket orders; they desire for data slicing and dicing at a higher level".

He emphasized that while aggregated searches must scan a large amount of data, the results are quite concise."If I query for monthly sales by geography, I can scan data rows in 250 billion; nevertheless, monthly sales by geography will only have the rows in 1,000 in it, despite the fact that there are 250 billion rows underneath. As a result, there is a considerable volume reduction".
Get certified on PowerBI through the Power BI Training course that will teach you how to comprehend topics like Power BI ideas, services, data modules, and data analysis expressions, among others, to help you become a business intelligence expert.
[bookmark: _75obqhqmsdwz]Accelerating the Speed
When the data being aggregated has rows in billions, you should generally leave them in your data warehouse instead of copying it into the Power BI, but this will slow down query speed while the data will query, load, and aggregate. While the query and aggregation of rows in 3 billion in 30 seconds may not seem like a long time, you have to wait all the time you would like for data slicing. "This will annoy the user; 30 seconds of waiting for each click is inconvenient".

The approach is to prepare the aggregations of data ahead of time so that Power BI could store it in memory. "Obtaining the results through that aggregate was far quicker than trying to get from down to the bottom, in which all the data masses are, and the whole 250 billion rows are aggregated. It's crucial to be able to generate those aggregates if you want to speed up queries".

However, determining what aggregates to generate ahead of time isn't easy. To determine which aggregates are often utilized, it is necessary to analyze query trends and do extensive query optimization. It's the wastage of money and time to create aggregations you'll never use. "Developing 1000’s, 10’s of 1000’s, or 100’s of 1000’s of aggregations could consume hours for processing, consume a significant amount of CPU time which you will pay for, and be very expensive for maintaining," Netz warned.
Microsoft used some rather old database technology to aid with this, getting back when the Analysis Service of SQL Server depended on cubes with multiple dimensions before switching to columnar in-memory storage. Netz joined Microsoft after the company he founded was acquired by the corporation for its innovative data aggregation capabilities.

He said, "The entire multidimensional environment relies on data aggregation". "We had the brilliant idea of building an aggregates collection to speed up queries." When you know what the queries of a user are, you can discover the most efficient aggregates collection, avoiding the need to build excess aggregates that no one would use or that are unnecessary since other aggregates could answer [the query]. For instance, I don't need to aggregate on a monthly level if I aggregate the data on a daily basis since I could answer the months' aggregates using the day's aggregations".
Netz says it's crucial to discover the aggregates collection that is unique and that's "optimum in terms of usage pattern." You won't have to generate any unnecessary aggregates this way.
Now, the same approaches are used for Power BI's columnar store, by collecting user-generated queries, determining what data aggregation levels will be required for answering each query, and applying machine learning for solving what appears to be a typical AI optimization issue.

"We have 10’s and 100’s of 1000’s of queries which users had sent to the dataset, and according to the system, queries with 5% are at granularity level and other 7% at another granularity level. It analyses them automatically employing machine learning to determine "what is an optimal aggregate set to provide you with the greatest possible experience with a provided resource set?"
"The system learns as users interact with it. We always strive to predict what a user will be trying to do next, and ensure that we have the data at the correct location at the correct time in the correct structure, for what they queried in advance, and even run queries in advance for them. They do not desire to wait for such queries to be run because their query is already written out when they arrive. We can use machine learning and AI to forecast how those queries will be executed."
As Microsoft exhibited utilizing a public New York taxi travels dataset stored as three billion data rows in Azure Synapse, the difference can be considerable. Queries take roughly 30 seconds to complete without automatic aggregation; once an AI has optimized the aggregates collection stored, they take only a few seconds. Turning on the feature improved median query speed by a factor of 16 for a single customer with over 250 billion rows in a data warehouse. "These are large, time-consuming requests that we could speed up by 16x," Netz said.
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Power BI would retune the collection of aggregates to match if users begin seeking different data insights and Power BI requires different aggregates for optimizing them. This occurs automatically as previous queries exit the system, though you can determine how frequently you want to modify the aggregates when your data usage patterns vary regularly.

"We'll notice it in the newer time window because we're assuming the same query is being used repeatedly. However, if the patterns had truly changed, if individuals realized that the reports were no longer relevant and that they have to view the data uniquely, the system would recognize that the queries submitted a month ago were no longer being used."

Querying with a rolling window prevents aggregations from being moved away and recreated if someone tries new queries. "Since the system requires to determine if this was a transitory moment or if it is part of a larger pattern, the aging process is gradual rather than abrupt".

When you enable an aggregation that is automated in the settings of a dataset, Power BI would decide the number of resources to employ for improving query speed on its own.

"I can construct an aggregate for each potential query the system could ever conceive seeing in a world where resources were infinite, but the no. of combinations is actually factorial, not depending on the no. of dimensions and attributes of the table. It's not possible because your data is so valuable, with so many aspects to everything. To ensure that it does not run out of resources, the system must make intelligent decisions".
You may adjust the trade-offs by dragging a slider for more queries in the cache and utilizing more storage. A chart displays the queries percentage that would execute quicker than the SLA you have chosen, as well as the amount of space it will save. Raising query caching from 75% to 85% could result in 90% of requests being answered quickly, but it could also involve keeping 100 aggregations instead of 60 or a 70. If you increase the number of queries to 100%, you'll require aggregations in thousands. "Every strange query would be covered, however keeping those aggregates takes more CPU".
You can make that decision using the slider. "Perhaps the user tells, I am ready to purchase more resources since the value I place on efficiency is greater than the system's default, so let me figure out what that means."
Users love the control feeling instead of viewing the optimization like a black box, even when they end up reverting to the default. Netz said, "It assists them in comprehending what is happening behind the scenes," — Something that is critical for users to feel at ease with AI tools.
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We have learned the measures taken by machine learning in processing the queries, data aggregations, handling multiple dimensional data, etc. The aspects such as improving the business tradeoff in terms of performance and optimization are also being discussed.
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